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Case study: Calibration of the Jungfrau detector
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Cu XRF 8.05+8.91 keV

512x1024 pixels
220 000 frames



• AMD Ryzen Threadripper PRO 7955WX 16-Cores
• 128GB memory 8xDDR5 but limited to 115.2GB/s by the links to CCD (Core 

Complex Die)
• Stream benchmarks (https://www.cs.virginia.edu/stream/)
• 43GB/s single core
• 104GB/s 4+ cores

• NFS share, 40Gbit/s fiber 
• 1GB/s single threaded reads
• Multi threaded reads saturate the 40Gbit/s line if cached but normally 

limited to around 2GB/s 
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Benchmarks run on:

https://www.cs.virginia.edu/stream/)
https://www.cs.virginia.edu/stream/)
https://www.cs.virginia.edu/stream/)


Current state
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• C++ (98/undefined) + ROOT v5.34 (2012)
• Implementation per calibration step in a single file 
• No tooling 
• No documentation
• Runtime: 2h36min (XRF)

Goals:
• Make it 50x faster
• Remove ROOT dependency (for portability)
• Move to Python (parsing, interactivity, script workflow)

Legacy code: https://gitea.psi.ch/detectors/JFCalibration

https://gitea.psi.ch/detectors/JFCalibration
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Where to start? 

…
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Processed 500 frames.
Elapsed time: 18.37 seconds. --> 27.23 FPS
Processing time for 220000 frames: 2h14m

Processed 500 frames.
Elapsed time: 2.18 seconds. --> 229.41 FPS
Processing time for 220000 frames: 0h15m

X-axis: 1600 bins (-200, → 1400)
Y-axis: 65535 bins

~3GB of data that we 
index into randomly!

Why is the histogram filling so slow?



• TH1D *proj_peak = dynamic_cast<TH1D*>(proj->Rebin(4,"proj_peak")); (4x)
• Interesting region 600-1400 (2x)
• Maximum counts ~300 → Int32 to int16 as storage type (2x)

01.09.2026PSI Center for Photon Science10

What can we do?

→ 16x smaller histogram: ~200MB



01.09.2026PSI Center for Photon Science11

Does it affect runtime?

Processed 500 frames.
Elapsed time: 5.93 seconds. --> 84.38 FPS
Processing time for 220000 frames: 0h43m



• TH2 does not allow you to control axis types or the presence of under/overflow 
• We know we have equally spaced bins.
• Unnecessary (for us) work on fill:
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Is there more we can do?

Let's roll our own histogram class!

Templated and axis types
~150 lines of C++
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How does it perform

Processed 500 frames.
Elapsed time: 3.28 seconds. --> 152.58 FPS
Processing time for 220000 frames: 0h24m

Of which 15min is pedestal 
tracking!



• Not tracking number of samples per pixel
• Contiguous arrays etc.
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New pedestal

Pedestal and histogramming
Processed 5000 frames.
Elapsed time: 21.9307 seconds. --> 227.99 FPS
Processing time for 220000 frames: 0h16m

Pedestal only
Processed 5000 frames.
Elapsed time: 12.9623 seconds. --> 385.734 FPS
Processing time for 220000 frames: 0h9m
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Next obvious thing: parallel

Processed 5000 frames.
Elapsed time: 2.95348 seconds. --> 1692.92 FPS
Processing time for 220000 frames: 0h2m



• Use out data analysis library (aare) to read files (multi threaded)
• Use the improved pedestal class
• Our own histogram class
• Use standalone Minuit2 for fitting (with implementation agnostic API)
• Pipeline where read happens in parallel with histogramming
• Python bindings using pybind11 
• CI/CD 
• Pypi + conda pkgs
• Online documentation 
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This is clearly useful let’s build it properly
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First attempt

Processed 10000 frames
Elapsed time: 2.75 seconds --> 3639 FPS
Processing time for 220000 frames: 1m 0.46s

Reding from python

MT reads from C++

Processed 20000 frames
Elapsed time: 3.94 seconds --> 5073 FPS
Processing time for 220000 frames: 0m 43.37s



for frame in data:

for row in frame:

for pixel in row: 

update pedestal 

fill histogram 

for batch in data: //tens of frames

for row in range(n_rows):

for col in range(n_cols): 

for frame in range(n_frames)

update pedestal 

fill histogram 
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Swapping processing order

Processed 50000 frames
Elapsed time: 7.14 seconds --> 6999 FPS
Processing time for 220000 frames: 0m 31.43s



• Total work ~2 weeks (leveraging our existing library)
• Histogram filling + fitting runs ~200x faster
• ~90x in practice limited by read from NFS share

• Removed ROOT dependency (using internal Minuit2)
• Python bindings with pybind11
• CI/CD pipeline (from aare)
• Conda/pip
• Docs as github pages

• Data analysis library on github: https://github.com/slsdetectorgroup/aare
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Summary 

https://github.com/slsdetectorgroup/aare


• Processing on cluster not foreseen but would require new way of pedestal 
tracking that works on a chunk of frames (fit gaus or double process)

• Python package to drive calibration 
• CI/CD + documentation for the specialized package
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Outlook
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Thank you!
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